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Abstract 
If aircraft are to pick their own routes under free flight, there must be detailed awareness 
of the other flights and their intentions, and a method for assuring that the actions of one 
flight will not adversely affect another flight. This situational awareness is also a key 
need of air traffic controllers when they are forced to control an unfamiliar situation due 
to bad weather or closed airspace. We present a method that geometrically calculates and 
displays the regions of airspace that will be inaccessible to each flight — going on a vec-
tor towards these regions would lead to a lack of separation. This display also provides a 
measure of the air traffic complexity. For example, flights following each other (e.g., in 
miles-in-trail) present zero complexity while ascending and descending traffic cause in-
creased complexity over level flight. We show examples of the application of these 
techniques to ZOB48 in the summer of 2001. 

Introduction 
The ultimate goal of free flight is to allow aircraft to select their own routes and to follow 
them. Is this an unattainable ideal? After all, huge flocks of birds wheel effortlessly in the 
air without apparent damage. In fact, a considerable body of work has been devoted to 
the computerized study of flocks1 to determine how they manage to avoid collisions. The 
computerized member of a flock was termed a “boid” by Craig Reynolds. The mecha-
nism boids use to achieve separation is quite simple—the boid only looks at its nearest 
neighbors and tries to match their velocities and directions while maintaining separation. 
These actions propagate through the flock and produce the ultimate flocking behavior. 
 
However, aircraft are not birds. To understand this difference, we modified some boid 
simulation code written by Robert Platt2 to more closely simulate aircraft. In particular, 
aircraft must have a goal-seeking behavior that is usually absent from flocks of birds, and 
their flocking desire is generally turned off. The simulation is detailed in Fig. 1. 
 

                                                 
* Supported by NASA/Ames Research Center under AATT RTO #60 and the Federal Aviation Administra-
tion AUA200 
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Fig. 1. Boids as aircraft. The initial configuration has all boids along the outside of the square at 
varying altitudes. Each boid has a random destination on a different side of the square. There is a 
large obstacle in the center of the scene that forces most boid flights to detour around the object. 
The plots are taken during the simulation. Boids are colored in flight if they are interacting with 
other boids or with the obstacle. When the boids reach the boundary of the square, they are 
stopped, and their color indicates how close they got to their chosen destination. 
 
In fact, the boid approach to free flight usually works, but not always. Occasionally, a 
group of boids get into a situation from which there is no escape, and they collide. The 
reason for this is that without the flocking behavior, the actions of near-by neighbors do 
not provide enough information to allow the boid to avoid getting in untenable situations. 
Simply put, the boids lack a common situational awareness. 
 
There is an effort at MITRE called User Request Evaluation Tool (URET),3 which allows 
airspace users and controllers to look ahead up to 20 minutes and obtain a conflict-free 
trajectory. In this paper we present another intuitive graphical approach to the problem 
that requires minimal computer resources and allows both parties to easily assess the 
situation.  
 
The apparent limit to sector performance using present air traffic management techniques 
has been noted by the Royal Aeronautical Society as a driver for a new concept in air 
traffic management4: 
 

The fundamental concepts of en-route air traffic management need to be changed. The 
historic dependence upon a ground controller to aircraft communication link should be 
progressively replaced by a system based upon allocated safe flight paths or “tubes of 
flight” of protected air space. 

 
Getting air traffic through the airspace in a safe tube of flight is a matter of solving for the 
4-D conflicts and finding a path through them. Several attempts to solve this problem 
have been made5, ,6 7. We were especially impressed with the tube approach used in 
PHARE8 and decided to develop our own 4-D conflict avoidance “look-ahead” scheme. 
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An easy solution to this problem would facilitate solving the other problems of interest to 
us, namely 

• Actively managing the traffic flows through a sector, i.e., simulating what a con-
troller does, but at arbitrarily high data precision. 

• Closing off regions of air space and seeing if the same traffic could still get 
through the restricted space. 

• Seeing if more traffic could be accommodated in the same airspace at a busy time. 
 
In addition, simulation of the traffic would allow us to generate higher resolution data 
based upon ETMS data. TZ message resolution is at best one minute, and the altitude is 
often replaced by the “fly-to” altitude, making it difficult to analyze trajectories using just 
ETMS data. 
 
To achieve these goals we developed an improved approach to 4-D deconfliction that 
could allow pilots, air traffic controllers, and computer programs to easily find free paths 
in complex traffic situations. After describing this technique, we will use it to solve the 
above problems. 

4-D deconfliction the graphical way 
To achieve deconfliction, aircraft can be regarded as occupying and excluding a region of 
space shaped like a hockey puck measuring 5 nm in radius and 2000 ft high (4000 ft high 
above 29000 ft). One plane cannot intersect the puck of another plane. The problem we 
posed is from the view point of the pilot of a plane: “If I assume that all other planes re-
tain their present courses and speeds, what horizontal and vertical headings can I pick to 
avoid conflicts for a given look-ahead time?” We discovered a simple 2-D plot that will 
display this 4-D answer. The basic geometry is displayed and explained in Fig. 2. The 
key idea is that after the time a conflict occurs, it makes the region of airspace behind it 
(on outer cylinders) inaccessible after that time. Therefore, we can project the conflicts 
with all of the planes onto a single cylinder that occurs at a later (“look-ahead”) time.  
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Fig. 2. The plane of interest, A, is at P0, and the interaction with another plane, B, (in the 

center of the lighter circles) is shown. At t = 0; both planes are in the centers of their 

respective nested circles. Each circle going outward from the center has a radius equal to the 
distance the plane can fly in a time step.The blue plane is on a known path (heading speed, 
inclination). This plane’s conflict circle (5 nm radius) sweeps out the path shaded in gray. The 
situation at t = 3 is shown in the plot. The blue plane Is then at P1, and must be avoided by P0 
at its t = 3. At this time it will be located somewhere on the darkened black circle, but it must 

be outside the Orange circle to avoid a conflict with the blue plane. The point P3 is one of the 

two intersections of the orange circle with the darkened black circle. If P0 avoids the interior 

of the orange circle, it will not conflict with plane B. However, if A aims to miss plane B at 

t = 3, the region outside this (at larger radii) is also inaccessible to A. Therefore, we can do 

all of the bookkeeping for collisions at a single circle for any (later) time, say t = 7 in this ex-

ample. The thick blue arc is the region inaccessible to A on the t = 7 circle due to the 

situation at t = 3. 
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Fig. 3. Left: As plane B moves from t = 3 to t = 5, its intersection with the plane A’s position 

arc (at the same time) is projected onto the outer circle as shown. The black squares show 
the intersections of B’s hockey puck with A’s cylinder at the three times. If the A avoids 

these arcs, it is impossible for a collision to occur. Right: Side view of the projection. The 
height of the hockey puck is 2000 feet, but its projection onto the t = 7 cylinder becomes 

larger as shown. The t = 3 and t = 4 interactions would make different projected patches. 

The net result on the t = 7 cylinder is a pattern made out of the superposition of many rec-

tangles.  

 

Figure 3 shows how this projection works from above and in an oblique view. The latter 
shows how intersections of each plane’s hockey puck with the cylinder around the plane 
of interest, A, (at the time corresponding to the other plane) get projected to the outer 
bookkeeping cylinder. The height of this projection increases and may be above or below 
plane A, depending on the relative altitude of the hockey puck. The projected area gets 
wider also, but because it is measured in degrees, its occlusion arc is unchanged. The re-
gion between the colored patches of Fig. 3 (right) is inaccessible to A. 
 
This same process is carried out for all other planes in the sector’s airspace. The number 
of planes that interact with plane A increases as the look-ahead time is increased. 

 
The geometry to calculate the intersections of the two circles is quite simple9. However, 
the intersecting cylinder analysis only considers the view from the top. It does not ac-
count for intersections with the top of the hockey puck space of the other plane.  
When plane A is within 5 nm of another plane, we must occlude the projected space on 
the outer cylinder in a way that prevents A from moving vertically through the other 
plane. The geometry of the situation is shown in Fig. 4. Here, plane A at the center of the 
previous black cylinders is located at (x0, y0), a point that is above or below the hockey 
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puck surrounding plane B located at (x1, y1). The bearing of the plane at (x0, y0) is θ, and 
the bearing from the plane at (x0, y0) to the one at (x1, y1) is φ. The goal of this calculation 
is to calculate the horizontal distance to the edge of the hockey puck as a function of θ. 
 

From the geometry of the two right 
triangles,  
h/d = sin(|θ − φ|) 
a = (d2 – h2)1/2 

b = (D2 – h2)1/2

R = a + b. 
 
If plane, A, is on the top surface of the 
puck surrounding plane B, it should 
not be able to descend, independent of 
angle. However, if A is above the 
puck, it can “peek over the edge” and 
descend slightly. The radius of the 
projection cylinder is given by the 
distance the plane of interest can fly 
in the look-ahead time, sN, where N is 
the number of time steps we look 
ahead and s is the distance flown per 
step. The altitude of this line that is 

tangent to the puck edge, at a heading of θ and at radius sN is given by using similar tri-
angles 
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Fig. 4. Geometry when one plane is above the 
other. 

aouter = a0 + sN (a0 – a1)/R. 
 
Here a1 is 1000 ft (2000 ft above 29000 ft) above or below the altitude of the plane at (x1, 
y1), B. We perform the above calculations for times at which the present position of A is 
above or below the hockey puck around future positions of B.  
 
All of these calculations create forbidden regions on the outermost projection cylinder of 
plane A. We can unwrap the outer cylinder to obtain a 2-D plot of the 4-D results as a 
function of azimuth (0° is North and the angle increases clockwise) as shown in Fig. 5. A 
pilot or an air traffic controller looking at these pictures would have no problem deter-
mining the course and altitude heading that will avoid other traffic for the look-ahead 
time, and get closest to his goal. In Fig. 5 AAL1052 interacts with 11 other planes and a 
closed region of airspace during the 10-minute look-ahead time. This is a very compli-
cated situation for the unaided air traffic controller to handle, but using these displays, the 
pilot or controller can see just where to go in order to avoid conflict. As shown in the 
plot, the current positions of all interacting planes are labeled along with their current 
separation distance and altitude difference. The current location usually does not coincide 
with that flight’s interaction region because the flights are not currently in conflict. The 
current altitude for AAL1052 (29000 ft) and its goal (the + sign) are also shown. Unfor-
tunately, a direct path to its goal will cause AAL 1052 to get too close to CHQ 4817. To 
avoid this conflict, the flight can head to any altitude/azimuth location that is shown in 

  6



white. The best choice for this (closest to the goal) is shown by the Green X. This ability 
to quickly see all possible non-conflicting routes is a key advantage of this graphical rep-
resentation. 
 
 

Goal

Where
simulator
heads
plane

Current location
of BLR 6120:
27.7 nm; -100 ft

AAL 1052
present
altitude

 

Fig. 5. Annotated version of the 4-D conflict avoidance plot in an example with a closed region of 
airspace. The diagonal text written on the plots is the aircraft id (acid) for each of the planes in the 
legend at the time of the plot, together with the distance from the subject plane and the altitude dif-
ference. These locations are often not at the color patch for the plane because no interference 
occurs at the current position. 
 
An example of the interaction between two planes is shown in Fig. 6. When planes get 
close to each other, the situation display can change rapidly (faster than the time between 
TZ messages) as is shown in this example. Here AAL1052 passes on top of USA 299, 
and the code uses the algorithm explained in Fig. 4 to prevent the planes from changing 
altitudes (note the scalloped blue region in the bottom-right plot) which is due to peeking 
over the edge of the hockey puck as the two flights move.  
 
If all of the planes in the sector maintain their present course, speed, and climb rate, and 
if either AAL1052 or USA229 select a heading in a white area, it will travel on a route 
that is guaranteed to produce no conflicts for the next 10 minutes. If the look-ahead time 
is increased to the time to cross the sector, this method can select a “pipe through space” 
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for the plane that is guaranteed to get it through the sector with no interference if the 
other planes stay in their pipes, as we will show later. If the destination spot is not free 
(white) at the time the plane enters the sector, the pilot/controller can select a new desti-
nation point, or change speed (which changes the plot). The plots extend to all altitudes 
because planes that climb or descend into the sector and that are not at the edge of the 
sector must aim above or below the sector altitude limits. 
 

  

Fig. 6. The interaction between AAL1052 and USA299 is shown at two times 0.7 minutes apart. 
In each plot, the orange + sign is the heading towards the (predetermined) exit point from the 
sector. If it does not occur in a white part of the plot, a conflict will occur. The Green X is where 
the traffic management simulator put the plane on its next time step. The horizontal line with 
red semicircles at the ends is the current altitude of the subject plane. These planes are pass-
ing over each other 1000 feet apart. When the planes are within 5 nm of each other, the patch 
for the other plane fills a half space, which prevents each plane from changing altitudes. The 
projected patches for some of the other planes are not rectangles because they are changing 
altitudes. When this occurs, the patch at each time step is displaced vertically from that at the 
previous step.  

 

There are several issues concerning these plots that are worthy of note: 
• The method errs on the side of safety. In an emergency situation, selecting any heading in the white 

areas will provide a conflict-free path for the look-ahead time (here 10 minutes). 
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• In the cockpit, this display would provide local situational awareness for the pilot, even if the other 
planes were not visible, and would pinpoint where to look for the closest conflicts. 

• As shown in Fig. 6, it is necessary to calculate the plots at short intervals, namely 10 times per min-
ute to handle closely-spaced flights. Despite this, the simulation of a complicated sector runs quickly 
on a modest laptop PC. 

Assumptions 
Due to the resources allotted for this work, we made certain assumptions in applying our 
4-D deconfliction technique. Some of them make it harder to solve the sector traffic prob-
lem; others are somewhat unrealistic. However, we believe all of the assumptions could 
be eliminated with just a little more work. 
 

Ascent, descent, and speed 
A realistic simulation would have planes that are taking off climb as soon as possible, and 
planes that are landing descend as late as possible to achieve optimal fuel burn rates. We 
did not do this to make things a bit simpler; our flights climb or descend linearly (when 
not obstructed). We do, however try to restrict ascent and descent rates and speeds to rea-
sonable values. We did not retain the aircraft types in the data sets, so used 2500 ft/min 
for the maximum ascent and descent rates. Medium jets can climb at up to 4000 ft/min, 
and heavies up to 3000 ft/min. Descent rates are limited because powered descents build 
up the aircraft’s speed too much. For each plane, we found the actual maximum and 
minimum speeds in the sector and used those as limits. We have implemented the change 
in altitude separation to 2000 ft above 29000 feet in altitude; it made little difference in 
the results. 
 

Simulation 
We applied our technique to what was in the summer of 2001 one of the most compli-
cated sectors in the national airspace (NAS), namely ZOB48, which is above Cleveland. 
ZOB handles arrivals and departures from Detroit, Cleveland, and Pittsburgh, as well as 
the main Chicago to East Coast traffic stream and North-South traffic to Cincinnati. Han-
dling ascending and descending traffic is especially difficult for a controller. If conditions 
in the sector are abnormal (e.g., closed air space), the usual traffic management scenario 
the controller is accustomed to must be replaced. Because the controller has probably not 
handled the situation before, the number of flights in the sector is usually reduced. 
 

Sector activity 
A more useful measure of activity in a region of air space, as opposed to aircraft density, 
is the amount of effort a controller must expend in order to manage the associated traffic, 
i.e., the controller workload.  Although controller workload is not captured implicitly in 
ETMS or other flight-oriented data, perhaps it can be inferred. Rogers et al.10 discuss 
many of the controller workload factors as they apply to controller errors. We have at-
tempted to look at the workload factors explicitly, and also using our 4-D deconfliction 
methods. 
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As shown in Fig. 7, there are many ways to view controller activities. We believe that 
controllers must do something when the following events occur: 

• Handoffs to and from the sector 
• Changes in course (vectoring) 
• Changes in altitude 
• Changes in speed 
• Collision avoidance 

 
Of course, without explicit knowledge of the controller’s actions, we must determine 
when one of these changes occur using ETMS data (with its already discussed limita-
tions). To do this, we fitted the original data (colored) with at most two straight lines. The 
junction of these lines determined the time (and place) of a controller’s action. However, 
the track of the plane (shown at the top right) cannot always be fitted well by just two 
straight lines. Square boxes in the top-right view of the tracks through the sector mark 
these more complicated fits. The colors for each track are selected by doing a hash of the 
origin and destination to obtain a color, so each origin-destination pair should have the 
same color. 
 
The bottom two plots show the speed and altitude of each flight along with the (gray) fits 
to the ETMS data. Note the large percentage of flights that are climbing or descending in 
ZOB48. The junctions of the fits and the sector entrance/exit times are determined and 
plotted in stacked bars for each minute in the activity plot. Along the top of the plot are 
orange lines representing the number of close encounters (less than 1.5 times the usual 
collision avoidance distance and altitude separation) between planes during each minute. 
 
Finally, the black curve on the activity plot is derived from the 4-D deconfliction display. 
The display of Fig. 5 is calculated at each minute for each active flight. If there are other 
planes within ±45° of the plane’s current heading, and within the sector’s altitude range, 
the fraction of colored space is added to the complexity for that minute. This metric 
seems to be higher during the collision avoidance events. It seems low during the activity 
spike at 23:00. We believe that the proximity of other flights along the future path of a 
given flight should represent an enhanced workload for the controller that is not meas-
ured in the other individual activity metrics. 
 

Simulation issues 
In our simulation, we used actual traffic in ZOB48, and we concentrated on the evening 
rush from 22:00 to 24:00 on 1 August 2001. By actual traffic, we mean that we use the 
times and locations for the sector entrance and exit of each flight as interpolated from TZ 
messages, assuming that the “handoff” occurs at the physical sector boundary. Keeping 
the exit time and location prevents disrupting other sectors. However, it also prevents 
cost savings that could accrue because of more direct routes. The simulation adjusts the 
plane’s speed to try and meet the exit time. Because of problems in the ETMS data, it is 
possible that two planes enter the sector closer than the separation limits allow. If this oc-
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curs, we delay the entrance of the second of these planes until the interference is over. 
The actual traffic for this period (from ETMS) is illustrated in Fig. 7. 

Fig. 7. Activities in ZOB48 for 2 hours on 1 August 2001. Colors for each flight are de-
rived from a hash of the origin and destination. The colored trajectories are fitted with 
two straight lines (gray) which were used to determine when a controller activity might 
occur. 
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We believe that our deconfliction plot (Fig. 5) makes it very easy for a pilot or a control-
ler to select the best heading and ascent/descent rate. However, what is obvious to the 
human eye is often a lot harder to convert into a computer algorithm. Reference 6 nicely 
defines the goal of an air traffic management system: 
 

Air Traffic Management (ATM) is based around one major issue: keeping aircraft apart. 
To this ‘anticollision’ function an ideal ATM system will add, in the learnt by rote 
phrase, the "safe, economic, orderly and expeditious" operation of the aircraft. The air-
craft should be safe, although there is no real definition of what ‘safe’ means only 
standard separation definitions. The economic operation of the aircraft should mean as far 
as is possible giving the aircraft operator or pilot the flight-path that has been requested. 
However, to be ‘orderly’ the separation should not be achieved with a flight-path made 
up of repeated short term deconfliction maneuvers and as far as is possible there should 
be no delays to the aircraft's flight to its destination. 

 
Given our assumption list, we tried to implement these goals in our simulation. Orderly 
turned out to be the hardest goal to achieve. We did not calculate the economic impacts 
here, and as pointed out above, our climb/descend algorithm is definitely not optimum 
(but could be easily changed). Here we list the key ingredients of our computational  
recipe. 

Where to go on the next step? 
The algorithm has two phases: goal seeking and conflict avoidance. We know where the 
goal is, but if the plane suddenly passes an obstacle and heads directly back to the goal, 
the motion can become non-orderly. The code picks a desired goal point and does a spiral 
search (in azimuth and altitude) around this point to find a non-obstructed heading for the 
plane’s next step. Originally, we chose the goal as the start for this search, but sometimes 
the search would find a point that was not between the plane and its goal. Accordingly, 
we moved the start point for the search to halfway between the plane and its goal, which 
cured the problem. 

The dance of death 
The code updates the position of one plane at a time. When planes are close to each other, 
the interference plot can change dramatically with time (see Fig. 6). A plane that is 
blocked from its goal changes heading away from its goal, which may then cause the 
other close plane to move away from its goal; it moves, and at the next step the first plane 
heads back to its goal. This process of switching from avoidance to goal seeking prevents 
the planes from actually avoiding each other, and also it creates a very non-orderly solu-
tion. To solve this, when planes are within 10 nm and the minimum altitude separation, 
we keep them on their present heading (if it is clear!) until they are past the other plane. 

Breathing room 
We can add an extra allowance for error in the collision avoidance algorithm. Making the 
hockey pucks bigger creates less room in the airspace. We used a radius of 6 nm and ver-
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tical separation of 1200 ft at altitudes of 29,000 ft and below, and a vertical separation of 
2100 ft above 29000 ft. In addition, after the code finds a solution, it checks to see how 
close it is to an obstructed region. If there is free space perpendicular to the obstacle, the 
solution point is moved somewhat away from the obstacle. We tried to move the planes 
1.25° in heading and 1000 ft in altitude. Note however, that the altitude heading is the 
change at the look-ahead time — 10 minutes into the future, so it is minimal.  
 

Results 
The simulation program creates the look-ahead plot (Fig. 5) for every aircraft in the sec-
tor at six second intervals. Each flight in turn is required to select a path that will not 
interfere with any other flight. At each step, the flight continually tries to find a conflict-
free route that is closer to its goal. Because each flight exits at the time and place it actu-
ally did in ETMS, we can assume that this will be a conflict-free spot, and hence do not 
have to consider planes that are not yet in the sector of interest. 
 
The simulation program seems to produce safe, orderly and expeditious routing through 
ZOB48, even during the busiest time of day. The simulation code produces data sets of 
each flight’s simulated course, altitude and speed, and also a movie-like replay of the sec-
tor events. In addition, it actually produces shorter routes through the sector. Figure 8 
shows the ratio of the simulated distance flown to the actual distance flown in the sector. 
Almost all flights manage to fly a shorter path through the sector using the simulation 
techniques. The lower lobe of the distribution is due to planes that originally made a dog-
leg through the sector, but that fly on a (shorter) straight path in the simulation. 
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Fig. 8. The ratio of simulated distance flown in ZOB48 to the ETMS (actual) distance 
flown. The data points with very small ratios are from the flights part-way through the 
sector when the simulation starts.  

 

Restricted airspace 
With the ability to successfully simulate and “control” sector traffic, it is possible to see 
how traffic would change when part of the airspace is closed. Here we restricted our-
selves to areas smaller than a sector. Examples of such closure might be a particular 
configuration of SUA or weather cells. To simulate closed airspace in a quick manner, we 
decided to place a cylinder in the middle of ZOB48 that we treated like another aircraft. 
However, in this case, the speed is zero, and the altitude covers from the ground up to 
40,000 ft. The introduction of the obstacle changes several things in the simulation code. 

Entrance/exit positions 
Climbing and descending traffic can cross the ZOB48 boundary inside or very close to 
the obstacle. If a flight’s start or end was within 10 nm of the obstacle, it was moved. In 
each case, the point was moved to be 10 nm outside the obstacle, and on a line perpen-
dicular to the line between the obstacle and the goal or origin. 
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Obstacle avoidance and traffic flow 
Whenever a straight line from the plane to its goal intersects the obstacle, we temporarily 
change the goal so that it is on a line that goes through the obstacle and is perpendicular 
to the line between the plane and its actual goal. For planes going around the obstacle 
counterclockwise, we make this new goal 15 nm outside of the obstacle; for clockwise 
traffic it is 10 nm. This temporary goal is updated at each time step, so the traffic flows 
nicely around the obstacle. The direction that a given plane takes to avoid the obstacle is 
determined by the shorter way around. If we made all traffic flow around the goal in the 
same direction, the result would probably be more orderly, but require longer flight dis-
tances for many planes. 
 

 
 

Fig. 9. Scene from a video clip of the planes circumventing a 20-nm radius obstacle 
placed in the geographic center of ZOB48. The lower right plot shows the planes at all 
altitudes.  
 
The simulator is able to get all the traffic through the sector with either a 10- or 20-nm 
radius obstacle in the center shown in Fig. 9. The simulator changes the speed of the 
planes to maintain their exit times, provided the flight’s entrance or exit point was not 
within the obstacle. Figure 10 shows how two flights interact with each other while 
avoiding the obstacle. Figure 11 shows a top view of flight tracks with and without the 
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obstacle. The tracks shown are for flights that interact with (i.e., have a patch in the azi-
muth vs. altitude plots) USA299. 
 

Fig. 10. Here is the same situation as is shown in Fig. 6, but with a 20-nm radius obsta-
cle (shown in red). Avoiding the obstacle has caused AAL1052 to veer away from 
USA299, and the conflict between the flights has been eliminated. This is also shown in 
a top view in Fig. 11.  AAL1052 is further from the obstacle than it would like to be in or-
der to avoid CHQ4817. Notice how rapidly the plot can change when flights are close 
together as is the case for USA299.  
 
The simulator calculates 4-D deconfliction plot for each flight and at each time step to 
determine how to proceed. Nonetheless, the simulation only takes about 1 second per 
minute of real time on a 1 GHz Pentium III PC. The performance of the simulator with a 
20-nm radius obstacle is shown in Fig. 12. To make a fair comparison, we ignored flights 
whose start or endpoints were within the obstacle (and hence were moved), and also 
those that went outside of the sector’s bounding rectangle. In general, the center of the 
distribution is centered close to 1.0, which means that the average flight will take the 
same time to get through the sector as before with no obstacle. The bimodal distribution 
in both versions of this plot is due to the fact that a group of planes ordinarily takes a 
dogleg route through the sector. Vectoring usually occurs near the Jetway intersection 
West of Cleveland. The simulator usually succeeds in finding a straighter path. 
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Flights interacting with USA299
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Fig. 11. Flights interacting with USA299 (dark red) with and without a 20-nm radius for-
bidden region. The altitude (hundreds of feet) is shown every 30 simulation steps. The + 
sign is the goal of each flight. Not all flights reach their goal here because the path is 
stopped when USA299 leaves the sector. Data are for 1 August 2001 around 14:00 
GMT. 
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Fig. 12. The same calculation as in Fig. 8 for the case with an obstacle. To make a fair 
comparison, we had to eliminate those flights that had their endpoints moved (to be out-
side the obstacle) or else that went outside the sector’s bounding box (in which case the 
code stops following them). This result shows the same bimodal distribution as Fig. 8, 
but it is broader and centered about 1.0. The outliers near 2.0 are from flights that the 
code deemed to miss their target. They got close, turned around, and found it. 

 

Extra planes 
In order to see whether we could fit extra planes into the ZOB48 airspace at its busy time, 
we rewrote the code to reserve airspace (i.e., a pipe) for each plane that would keep it col-
lision free from start to exit. We only used single straight pipes, which is not totally 
realistic, but in fact makes less efficient use of the airspace. This assumption could easily 
be eliminated with some additional work. Once all of the actual ZOB48 traffic is assigned 
to its pipe, we can then add extra pipes representing flights between city pairs. 
 
Because the simulation goes forward in time, we decided to start reserving a pipe for a 
plane 2 minutes ahead of the actual sector entrance time. The performance of the pipe 
finder for 4 days is excellent as shown in Fig. 13. 
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Fig. 13. The vast majority of flights find a straight pipe on the first time step (2 minutes 
early) as indicated in the caption. The spike at 0 minutes is due to flights in the air when 
the simulation starts. If jointed pipes were allowed, more pipes would be available. 

 

When we look for a pipe, we aim in a straight line to the goal. In this version of the pipe 
finder, we allow an angular deviation from the desired goal that keeps the exit pipe within 
10 nm of the original exit point. We also allow the altitude of the pipe to change by up to 
4000 ft, provided that the flight does not exit the top or the bottom of the sector. The 
simulation for an entire day takes less than 4 minutes on a 1 GHz Pentium III PC. Most 
of this time is spent finding extra pipes and writing the time to the screen.  
 
In Fig. 13, the planes that are not accommodated promptly (a few dozen) would be able 
to take jointed pipes if they were available in our simulation; we do not envision planes 
“waiting around” near the sector boundary for a pipe. In a real system, they would be re-
served on a more global basis, and would be available when a plane arrives. 
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Fig. 14. Extra pipes between common ZOB48 city pairs. If a pipe was available at any 
time step in a minute, the whole minute was marked as available. July 29 was a Sunday, 
so more extra pipes were available. In ZOB48, Tuesday through Thursday are generally 
the busiest days. 

 

Once the scheduled flights have their pipe reservations, we can see if we can find extra 
pipes at each time step for flights between popular destinations (as an example). The cal-
culation is inconsistent because we treat each of these extra pipes as a separate entity. We 
do not reserve the airspace taken by these extra pipes, so there must be a time delay be-
tween flights on these new pipes to avoid any interference among them. The result of this 
calculation is shown in Fig. 14. As expected, it is hardest to get an extra pipe during the 
morning and evening rush hours. If jointed pipes were allowed, the climb and descend 
phases would be more realistic, and it would be easier to find available pipes. 

 

Application of these techniques to ATM 
How do we envision these techniques being applied to assist in the current ATM sce-
nario? A similar technique, URET, is being applied at Memphis, and has illustrated 
savings similar to the ones we have produced. The key point to understand is that if a 
flight stays on the course determined by avoiding conflicts in the 4-D deconfliction dis-
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play, then it will remain conflict-free until the look-ahead time provided all other flights 
remain on their assigned conflict-free paths. Therefore, ATM should be able to create a 
conflict-free path through the sector upon acceptance of a flight. 
 
We envision the following scenario: 

• A flight appears on the usual 2-D radar display and is accepted by the controller. 
• He/she clicks on the flight’s icon and our 4-D deconfliction display for that flight 

appears. However, the look-ahead time needs to be adjusted, depending upon the 
flight to be: 

o The time through the sector is used for straight-thru flights 
o The time to reach altitude is used for ascending flights 
o The time to reach start of descent is used for descending flights 

• A clear goal at the look-ahead time is selected for each flight on the 4-D decon-
fliction plot. 

• For ascending/descending flights, a second pipe is created from the first goal to 
the sector exit. 

• If necessary (for example to avoid restricted airspace) extra joints can be added to 
the pipes. 

• The airspace in the selected path is “reserved” in the computer code, and will ap-
pear as a conflict for all future pipe selection attempts. 

 
This scenario should significantly reduce controller-plane interactions. It can also serve 
as the essential element in a more global planning approach wherein the user, in collabo-
ration with ATCSCC, might preselect pipes for the entire flight.  If airline flight 
controllers had access to these displays for their flights, they would know in advance 
whether a particular route was available, and the request for a route would then almost 
always be granted. For pilots in the cockpit, this display would provide full situational 
awareness of nearby traffic. The pilot would know at a glance if ATC directions were in-
correct, thus avoiding incidents such as the mid-air collision in Europe last year. 
Furthermore, in an emergency, the pilot would be able to pick a conflict-free route for 
himself, even under IFR conditions.  
 

Conclusions 
In this study, we have shown that by using a better 4-D deconfliction display, one can 

1. Simulate traffic management in the sector using modest computer resources, 
2. Maintain the traffic load even when a significant portion of the sector is closed, 

and 
3. Add extra flights through the sector at many times in the day. 

 
We believe that traffic flow management could be maintained and improved by applying 
our techniques at the controller console, in the plane cockpits, and in a more global plan-
ning system. The ability to quickly find and assign pipes to flights seems to have many 
advantages, notably greatly reduced demands on sector controllers. 
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However, in this limited effort, we have certainly not built a new air traffic control sys-
tem; we have only given a proof-of-principle of the benefit of using advanced 4-D 
deconfliction techniques and tools in congested air space. Missing are features such as  

• Implementation of “climb as soon as possible, descend as late as possible,” 
• Closer consideration of the performance capabilities of individual aircraft types. 
• Changing a pipe due to turbulence or changing weather conditions, 
• Pipe selection negotiation (between controller and flight or airline operating com-

pany), and 
• Optimizations due to wind patterns, proper climb and descent rates. 

 
None of these limitations are impossible to overcome, and we hope to address these is-
sues in a future study to enhance the current work. 
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